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ABSTRACT
We applied a computer vision based method and developed
multi-touch technology to be adopted in various display types.
In the selected design, multiple cameras are placed on the
side of the display with their optical axis parallel to the screen.
The display edges opposite the cameras are illuminated and
fingers are detected since they block the light in the camera
images. The approach is scalable and can be used in a wide
variety of displays. Due to self-occlusion of the touchpoints,
it is challenging to relate camera measurements to tracked
points. In this paper, we present our approach for tracking
and managing multiple touchpoints in such camera set-ups.
We describe the mathematical background for modeling and
calibrating the cameras, the design of the extended Kalman
filter for point tracking, and the logic for adding, updating
and removing the touchpoints. We analyze the potential ac-
curacy and robustness of the system using several simula-
tions and present two different real-life implementationsof
the approach.

ACM Classification: H5.2 [Information Interfaces and Pre-
sentation]: User Interfaces - Input devices and strategies;
I.4.9 [Image Processing and Computer Vision]: Applications

General terms: Algorithms, Design, Human Factors

Keywords: Multi-touch, tracking, vision-based tracking, hu-
man computer interaction

INTRODUCTION
Currently, laptop computers, public information displaysand
even cell phones are often equipped with multi-touch sensi-
tivity. Multi-touch offers an intuitive and natural interface
to computer systems, and it is becoming a standard input
method along with the mouse and keyboard.

Several techniques from different electrical sensors to a wide
variety of optical and computer vision based systems have
been presented to construct multi-touch screens [9, 4]. Vi-
sion based approaches are attractive since they are cheap,
accurate and do not require complex hardware. One of the
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well-known optical approaches is based on frustrated total
internal reflection (FTIR) [7]. FTIR-based systems have a
camera positioned behind a semitransparent acryl surface,
which is lit from the side with near infrared LEDs. Because
of the total internal reflection, the IR light rays remain inside
the panel, and scatter to the camera only when the surface is
touched. Similar technology can also be used with the cam-
era positioned in front of the surface [5]. Another common
approach is called diffuse illumination (DI). It employs an
IR light source and a camera behind the screen. As fingers,
hands or objects are placed on the display, they reflect more
IR light compared to the surface and can be detected using
computer vision methods [15].

Vision based multi-touch systems that have a single or mul-
tiple cameras behind the screen are robust, since the touch-
points can be detected without occlusions and the mapping
between the video images and the touchscreen area is a sim-
ple projective 2D to 2D transform. The drawbacks of this
kind of set-up are the need for empty space behind the screen,
and that the sensing technology is tightly integrated with the
display. One possible configuration, in which we refer to as
the camera frame, has multiple cameras set around the screen
(e.g. in the corners) so that their optical axes are parallel
to the display [11, 10]. This approach does not require any
empty space behind the touch surface, and it is independent
of the display type. Thus, the same technology can be used
for standard desktop monitors and big public displays like
projection walls. The major difficulty of this lay-out is the
occlusion problem. The more simultaneous touchpoints are
present, the more challenging it becomes to associate cam-
era measurements to tracked points. Errors may lead to false
detections and cause jitter.

At least SMART Technologies1, Lumio2 and NextWindow3

have released products employing this approach. However,
they report dual-touch and it remains unclear to us if more
simultaneous touchpoints are supported. To our knowledge,
studies analyzing the performance of camera frame systems
supporting multiple simultaneous touchpoints have not been
published.

In this paper, we present our solution for detecting and track-
ing multiple touchpoints using the camera frame technique.
First, we explain the methods and mathematical background
of our approach. They include the imaging geometry, system

1smarttech.com
2www.luomio.com
3www.nextwindow.com



ITS 2010: Devices & Algorithms November 7-10, 2010, Saarbrücken, Germany

84

calibration and touchpoint tracking and management algo-
rithms. Second, the selected design is evaluated using sev-
eral simulations to determine both the potential accuracy and
robustness of the system. Finally, we present two real-world
implementations where we applied our results in practice.

CAMERA SET-UP

In our construction, the cameras are set around the display
so that their optical axes are slightly above and parallel to
the touch surface. Additionally, their up vectors are aligned
perpendicular to the surface. The world coordinate frame is
located on thexy-plane of the display, and its orientation and
origin depend on the system calibration. The extrinsic pa-
rameters of the cameraj contain its position and orientation,

and we denote them bypj
ext =

[

xj
c yj

c θj
c

]>
. We model

the touchpoints with four parameters which are their 2D po-
sitions and velocities on screen, and we denote a touchpoint
i by xi = [xi yi ẋi ẏi]

>. We use screen pixels as the
units of the world coordinate frame.
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Figure 1: The world coordinate frame with origin at the
top left corner of the touchscreen area. Two touch-
points x1 and x2 are detected from four camera loca-
tions xj

c. Locations A and B refer to the areas where
potential false detections can occur.

One camera can only measure the bearing and several cam-
eras are needed to detect and track touchpoints succesfully.
False negatives indicate situations where real touchpoints are
missed, and false positives are the situations where non-
existent ghost points are detected. False negatives are not
necessarily crucial for the operation of the system. For the
user, it appears that the system has only a slow feedback.
However, false positives are more crucial because the system
believes there to be a touchpoint where there actually is not.
This may have some undesired effects.

Figure 1 shows the fundamental problem of the camera frame
approach. The locations A and B are occluded by the touch-
pointsx1 andx2, and any new touchpoints appearing in these
two locations will not be detected and become false nega-
tives. In a more drastic situation, touchpointsx1 andx2 are
believed to be in locations A and B resulting in two false
positives and two false negatives.

Line Camera Model for Fish-Eye Lenses
In order to set the cameras as close to the touchscreen sur-
face as possible, lenses with very high field of view were
selected. Due to strong non-linearities in imaging geometry,
the conventional perspective camera model does not apply
with fish-eye lenses. In our set-up, a 2D point on the touch-
screen surface is projected to a 1D point on the camera, and
the general 3D to 2D camera model is reduced to a line cam-
era. We use a generic camera model for fish-eye lenses pre-
sented in [8]. In this model, the projectionr of the pointx on
the camera depends on the angle between the incoming ray
and the camera optical axis as follows

r = k1θ + k2θ
3, (1)

θ = θc − θx, (2)

θx = atan2(x − xc, y − yc), (3)

where atan2(a, b) is arctangenta/b but it preserves the quad-
rant of the angle based on the sign of the numerator and de-
nominator. The projected point is represented in image pixel
coordinates by

u = mr + u0, (4)

wherem gives the number of pixels per unit distance andu0

is the principal point.

Real lenses seldom follow the ideal camera model and two
distortion terms for compensating the radial and tangential
errors are used in [8]. The distortion terms are functions of
radial and tangential unit vectors of the image plane. As we
reduce the original camera model to a line camera, the tan-
gential unit vector becomes zero and only thex-component
of the radial term remains valid. Then, the model of equa-
tion 1 will also compensate lens distortions. The optics and
sensor characteristics are the intrinsic parameters of thecam-
era, and we denote them bypint = [k1 k2 m u0]

>.
Alltogether, there are seven parameters that define the cam-
era model and we call it the seven parameter modelp7 =

[xc yc θc k1 k2 m u0]
>. The camera model with

fixed principal point is also discussed later, and we will call
it the six parameter model (p6).

To back-project a 1D point of the camera image into a ray on
world coordinate frame, the camera model defined by equa-
tions 1-4 has to be inverted. Altough the model we use is
analytically invertible, we apply linear interpolation inpre-
calculated tables to get the back-projection rays. The rays
are later used when new touchpoints are triangulated for the
touchpoint tracker.

Camera Calibration
Before use, the system has to be calibrated to define the
parameter values of the cameras. Accurate calibration en-
ables us to associate the camera measurements to correct
touchpoints and it improves the tracking accuracy and re-
duces jitter. In our solution, each camera is calibrated sep-
arately, and both the intrinsic and extrinsic parameters are
estimated simultaneously. At first, we define the initial pa-
rameter values manually. The intrinsic parameters are set to
pint = [1 0 π/4 w/2]

>, wherew is the image reso-
lution, and the extrinsic parameters are set to approximate
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position and orientation of the cameras in the world coordi-
nate frame. In our current hardware set-ups, the cameras are
uniformly arranged in the upper edge of the screen and we
divide the screen horizontal resolution by three to obtain the
initial xj

c. Camera orientations andyj
c are set to zero.

To fine-tune the parameters, a set of points in the world co-
ordinate frame is shown on screen and the user must touch
every one of them in sequential order. Touchpoint projec-
tions are stored in the camera measurement vectoruj =
[

uj
1

uj
2

. . . uj
n

]>
and a non-linear optimization proce-

dure is applied. It is done by minimizing the reprojection
error

∑

i

||proj
p
(xi) − uj

i ||
2, (5)

where proj() is the projection defined by the equations 1-4.
We use the Levenberg-Marquardt algorithm to find the set
of parameter values that minimize the cost defined above.
Therefore, the corresponding Jacobian has to be calculated.
It is an n × 7 sized matrix wheren is the number of mea-
surements, and every row vector is constructed from partial
derivatives of proj() in respect to every parameter ofp

Ji =
∂proj

p
(xi)

∂p
. (6)

If the six parameter model is used, the last column ofJ is set
to zero.

TOUCHPOINT TRACKING
We divide the tracking procedure of the touchpoints into two
parts. The first part of the system is able to estimate the
current positions and velocities of the touchpoints based on
the camera measurements, and the second part is responsi-
ble for associating the different camera measurements with
corresponding touchpoints. Every touchpoint is associated
with a touchpoint tracker. The trackers are based on the ex-
tended Kalman filter (EKF) [14] and single-constraint-at-a-
time (SCAAT) principle [13]. Thus, we do not assume that
the video frames are captured simultaneously but instead, the
trackers are updated every time we capture a frame from one
of the cameras and obtain new measurements of the touch-
points. This approach enables us to use unsynchronized cam-
eras and it provides a higher update rate and lower latency.

Touchpoint Tracking with SCAAT EKF
The dynamic state of a touchpoint is described by a simple
constant velocity state-space model. The model has four pa-
rameters which are the 2D position of the touchpoint on the
screen, and its first time derivative. We stack the parameters
into one state vectorx = [x y ẋ ẏ]

>. The correspond-
ing state transition matrix of the Kalman filter is

F =







1 0 δt 0
0 1 0 δt
0 0 1 0
0 0 0 1






, (7)

whereδt is the time step in seconds. Thus, the predicted
state at the timek will be x̂k|k−1 = Fx̂k−1|k−1. The error
covariance matrix is predicted asPk|k−1 = FPk−1|k−1F

> +

Qk−1, whereQ is the process noise covariance matrix. We
further assume thatx andy are not correlated. Therefore,
the process noise covariance matrix for the position-velocity
model is [2]

Q = q
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. (8)

Parameterq is tuned manually to find a satisfying compro-
mise between lag and jitter. In our experiments, we set
q = 105.

In the update step of the EKF, the predicted values are cor-
rected with the measurement update equations using corre-
sponding measurement as input. We define as many obser-
vation model matricesHj as there are cameras, and they de-
fine how each of the cameras project the state vector of a
tracked pointx to the corresponding measurementuj . Since
the projection defined by equations 1-4 is non-linear, every
Hj is evaluated at every time step by calculating the Jacobian
of the projection function near̂xk|k−1

H
j
k =

∂projj
p
(x)

∂x

∣

∣

∣

∣

∣

x̂k|k−1

. (9)

The Kalman gain isKk = Pk|k−1H
j
k

>
(Hj

kPk|k−1H
j
k

>
+Rk)−1,

whereRk is actually a scalar describing the camera measure-
ment error in pixels. We setRk to a constant value (1.0). The
update step of the EKF is then finalized by evaluating the
estimates for the state vector and covariance matrix.

Data Association
The management of the touchpoint trackers is based on the
information that we collect during several frames. Every
time a new frame is captured from one of the cameras, we
update the tracker management module and based on the
results, the corresponding touchpoint trackers are also up-
dated. The logic of the data association is divided into three
parts which are (1) updating existing touchpoint trackers,(2)
adding new touchpoints trackers and (3) removing obsolete
touchpoint trackers. In the following, we describe the func-
tionality of each part. The time required to capture a frame
from every camera is denoted by∆T .

Updating the Touchpoint Trackers. The processing begins
with detecting the touchpoint peaks (measurements) from the
incoming frame. Then, we project the current estimates of
the touchpoint positions to that camera, and find the near-
est measurements (within a search window of ten pixels) for
every projection. The touchpoint trackers are then updated
using the measurements as follows:

• If a measurement has exactly one matching touchpoint
tracker, the corresponding tracker is updated using that
measurement.

• If a measurement can be associated to multiple trackers,
there is a potential occlusion situation and the measure-
ment is discarded.
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Table 1: Means and standard deviations of reprojec-
tion errors (in camera pixels) of the control points in
different noise levels and calibration grids (σ in screen
pixels). Upper rows refer to the six parameter model
and lower to the seven parameter model.

σ 3×4 4×6 10×15 40×60
1 0.22 (0.42) 0.19 (0.39) 0.13 (0.29) 0.03 (0.07)
3 0.67 (1.24) 0.53 (0.99) 0.46 (1.31) 0.10 (0.22)
5 1.24 (2.45) 1.12 (2.53) 0.60 (1.24) 0.17 (0.38)
10 2.33 (4.56) 2.19 (4.30) 1.22 (2.62) 0.36 (0.76)
1 0.22 (0.44) 0.20 (0.41) 0.10 (0.21) 0.03 (0.07)
3 0.74 (1.35) 0.63 (1.34) 0.38 (0.84) 0.10 (0.21)
5 1.11 (1.95) 1.00 (1.97) 0.60 (1.26) 0.19 (0.43)
10 2.46 (4.50) 2.20 (4.74) 1.16 (2.47) 0.34 (0.73)

• If a measurement does not have any corresponding track-
ers, it is stored and used later for adding new touchpoint
trackers. We call these measurementsadd-measurements.

Adding New Touchpoint Trackers. To add a new touchpoint
tracker, we seek through theadd-measurementsand remove
those that are older than2∆T . The rest of the measurements
are back-projected into lines on world coordinate frame, and
new touchpoint tracker candidates are generated for all clus-
ters of line crossings. Tracker candidates that have measure-
ments from less than three cameras are rejected, and from
the remaining set of candidates we choose the one that has
the minimum variance in the line crossings. A new touch-
point tracker is generated and its velocity is initially setto
zero. Newly generated touchpoint trackers are not activated
until they have been present for2∆T .

Removing Obsolete TouchpointTrackers. Finally, the touch-
point management procedure iterates through the active touch-
point trackers to remove obsolete trackers. A tracker has be-
come obsolete if it has not been updated within∆T , or only
one camera has been used to update it in2∆T .

In the above, we ignore the measurements when occlusion is
detected. We also add only one touchpoint tracker at a time
to decrease the possibility of false positives.

SIMULATIONS
Calibration Accuracy
The accuracy of the camera model and calibration routine
was evaluated as follows. First, we generated noisy mea-
surements from a set of simulated calibration points using
known camera parameters for the projection. Then, we al-
tered the original camera parameter values, and calibratedit
again using the noisy measurements as input. Finally, we
projected a large set of control points using both the ideal
and newly calibrated camera parameters, and calculated the
means and standard deviations of the reprojection errors. We
simulated a system with four cameras set at the top of the
screen and uniformaly aligned horizontally. Furthermore,
they were translated upwards 50 pixels to avoid positioning
the cameras over the calibration points, and the leftmost and
rightmost cameras were rotated 45 degrees inwards. The dis-
play size was set to 768×1360 pixels.

We used four different calibration point sets arranged into

(a)
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(b)
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Figure 2: The maximum average reprojection errors in
camera pixels from all the cameras combined. Images
(a) and (b): six parameter model calibrated using 3×4
and 40×60 grids, respectively. Images (c) and (d):
seven parameter model calibrated as previous. The
calibration points are disturbed by noise from N(0, 5).

Table 2: Absolute differences between the means of
the parameters of one camera and the ground truth.
Left columns refer to 10×15 calibration grid with noise
level of 5 (in screen pixels), and right to 40×60 and 1.
Standard deviations of the parameters are in paren-
theses.

10×15,σ = 5 40×60,σ = 1
p6 p7 p6 p7

x 0.74 (3.98) 0.45 (5.21) 0.02 (0.31) 0.09 (0.46)
y 0.32 (4.70) 0.55 (2.94) 0.02 (0.16) 0.15 (0.41)
θ 0.00 (0.00) 0.22 (0.46) 0.00 (0.00) 0.07 (0.21)
m 2.03 (7.82) 1.29 (7.55) 2.72 (6.93) 0.75 (7.70)
k1 0.00 (0.03) 0.00 (0.03) 0.01 (0.03) 0.00 (0.03)
k2 0.00 (0.01) 0.00 (0.01) 0.00 (0.00) 0.00 (0.01)
u0 52.0 (111.) 16.4 (50.3)

grids of 3×4, 4×6, 10×15 and 40×60 points, with normally
distributed noise with a zero mean and a standard deviation
of 1, 3, 5 and 10 pixels. To simulate the imaging noise of the
cameras, we also added noise fromN(0, 1) to the measure-
ments. We altered the original camera parameters randomly,
and ran the calibration routine with every calibration gridand
point noise level combination. Every test was repeated ten
times using the randomized camera calibrations as initial es-
timates. To generate the randomized camera calibrations, we
added uniform noise to the original camera parameters as fol-
lows: xc := xc + U(−100, 100), yc := yc − U(0, 100),
θc := θc + U(−π/4, π/4), k1 := k1 + U(−0.5, 0.5),
k2 := k2 + U(−0.5, 0.5), f := f + U(−0.25f, 0.25f) and
u0 := u0+U(−0.25u0, 0.25u0), whereU(a, b) refers to uni-
form distribution on interval[a, b]. The control points were
arranged into a 96×170 grid with uniform spacing over the
screen area.

The results are shown in Table 1. As expected, the average
reprojection error of the control points increases as the noise
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Figure 3: Geometric error (in screen pixels) compared
to occlusions for one of the five simulated tracks using
camera set-up 2.

in the calibration points is increased. Additionally, the more
calibration points used in the calibration routine, the smaller
the average reprojection error. When a 40×60 calibration
grid is used, the error remains under 0.4 pixels, and in con-
ditions of low noise it approaches zero. Table 1 also shows
that the standard deviations of the errors are rather high. This
is due to the unequal distribution of errors in the touchscreen
domain. To visualize this, we calculated the maximum re-
projection error of each control point on every camera, and
collected the results into one array. We repeated this proce-
dure for two different calibration grids and noise levels, and
the results are shown in Figure 2. It shows that the reprojec-
tion errors are high for the points located near the cameras,
but decrease at the middle and lower parts of the screen. It is
notable that the difference between the six and seven param-
eter model is minimal.

The seven parameter model has more degrees of freedom
compared top6, and we noticed that the principal pointu0

and camera orientationθ can compensate each other caus-
ing the optimization procedure to converge to the wrong (lo-
cal) minimum. Even if the reprojection errors of the control
points become smaller withp7, the estimated parameters can
be wrong. Then, the camera model may not perform cor-
rectly in screen areas outside the calibration grid. Table 2
comparesp6 andp7 and shows the accuracy of the calibra-
tion of one camera in two calibration set-ups.

Point Tracking Robustness and Accuracy
To evaluate the data association logic and dynamic accuracy
of the touchpoint tracker, we simulated a constant number of

Table 3: Simulated camera set-ups.
1 4 cameras on the corners of the screen
2 4 cameras on the top edge of the screen
3 4 cameras on the top edge with 60 pixel margin
4 3 cameras on the top edge with 60 pixel margin
5 4 cameras on top and 4 on bottom edge with margin
6 8 cameras on the top edge with 60 pixel margin
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Figure 4: The number of false positives and negatives
using 8 simultaneous touchpoints and two camera set-
ups. Top image: camera set-up 2, bottom image: cam-
era set-up 1.

Table 4: The rate of false positives and negatives dur-
ing 20 min simulation run. The number in parentheses
is the average number of simultaneous errors.

Touchpoints: 3 5 8
False negatives

Set-up 1 2.13% (1.21) 17.4% (1.28) 62.9% (1.70)
Set-up 2 1.17% (1.17) 9.79% (1.16) 44.4% (1.42)
Set-up 3 0.68% (1.26) 7.47% (1.16) 40.6% (1.40)
Set-up 4 7.07% (1.16) 42.0% (1.58) 89.4% (2.66)
Set-up 5 0.39% (1.57) 1.67% (1.47) 7.60% (1.42)
Set-up 6 0.39% (1.54) 1.55% (1.52) 6.93% (1.47)

False positives
Set-up 1 0.67% (1.36) 5.30% (1.53) 21.2% (1.56)
Set-up 2 0.36% (1.04) 2.18% (1.16) 9.00% (1.26)
Set-up 3 0.01% (1.00) 0.58% (1.16) 6.18% (1.45)
Set-up 4 0.97% (1.67) 15.3% (1.61) 47.5% (1.97)
Set-up 5 0.06% (1.69) 1.47% (1.00) 0.35% (1.15)
Set-up 6 0.00% (0.00) 0.01% (1.00) 0.16% (1.27)

fingers (3, 5 and 8) moving along spline paths on a screen
with resolution 768×1360 pixels. Each interpolated path is
based on random keypoints in 1 s intervals, and the maxi-
mum distance between the successive keypoints is 1/4 of the
screen width. To make the results comparable, we used the
same random seeds in all the experiments. We modeled the
fingers as circles with 8-pixel radius. Camera measurements
were generated by projecting eight sample points from each
of the circles, and creating signal peaks between the mini-
mum and maximum values of the projections. We employed
six different camera set-ups, where cameras were either set
to the corners or edges of the screen. In some of the exper-
iments, a 60 pixel margin was left between the cameras and
the touchscreen edge. Table 3 shows all the simulated set-
ups.

We handle the camera images sequentially, i.e. one frame is
captured from one of the cameras at each timestep. Further-
more, we assume that the cameras are running at 120 fps.
Thus, if four cameras are used, the simulated data is gener-
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Figure 5: A 15 second example of the simulation with
5 touchpoints and two camera set-ups. Top image:
camera set-up 2, bottom image: camera set-up 1.

ated and the system is updated 480 times per seconds. The
simulation results are based on a data sequence that corre-
sponds to 20 minutes of constant use. However, some of the
following figures illustrate only the first 15 seconds of the
simulations.

Figure 3 shows a typical example of how the occlusions af-
fect the geometric error. The fewer cameras are used for up-
dating a touchpoint track, the more likely error peaks occur.
However, the tracking can perform well even if some of the
cameras are occluded.

We studied the robustness of the tracker by identifying the
false positives and negatives from the simulated data. If
a simulated touchpoint does not have a tracked touchpoint
within a 32-pixel radius, it is treated as a false negative. Sim-
ilarly, tracked point that does not have a simulated touchpoint
within the same distance is a false positive. If the camera
set-ups 1 and 2 are compared, Figures 4 and 5 show that the
errors do not happen in the same part of the sequence. This
is understandable, as the occlusions depend on the camera
placement. If the cumulative sum of false positives and neg-
atives are compared (Figure 6), there tends to be more errors
on the lines connecting the cameras. This is partly because of
the data association problem in one camera has the potential
to appear in the camera opposite to it.

The rest of the results are in Table 4. It shows the fraction of
time when at least one of the simulated points is detected as
a false positive or negative. It also shows the average num-
ber of simultaneous errors made during that time period. If
we assume that 1% of false positives is an acceptable error

Figure 6: False positives (red) and negatives (blue) ac-
cumulated into 8×8 bins over a 20 min simulation run
with 5 simultaneous touchpoints. Top image: camera
set-up 2, bottom image: camera set-up 1.

rate, then all the set-ups that have three or four cameras can
be used to track three simultaneous touchpoints, and set-up3
manages even five simultaneous points. To sufficiently sup-
port at least eight tracks, a set-up with more than four cam-
eras is required. We also noticed, that the set-ups where the
cameras are aligned side-by-side along one edge of the dis-
play is preferable.

PROTOTYPES
We constructed two multi-touch prototypes of different scale
and applied the camera frame approach and proposed algo-
rithms.

The first prototype was built using a conventional 40-inch
LCD display which has a resolution of 768×1360 pixels.
We use four 120 fps firewire cameras equipped with approx-
imately 180 degrees field-of-view lenses, and we capture
monochromatic frames of size 60×752 pixels from them.
A standard PC is used for image processing and touchpoint
tracking. To detect the fingers from the camera images, we
built active light bars from polished acryl rods and we fixed
bright LEDs to the each end. Due to total internal reflection,
the light rays that are emitted from the LEDs remain inside
the rod. There is a narrow tape attached to one side of the
rod which breaks the total internal reflection, and causes the
light to scatter. As a result, the rod glows a uniform light and
becomes detectable in the video. When the user touches the
screen, the fingers partly block the light, and their projections
can be determined. Figure 8 shows four images taken from
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Figure 7: Current hardware implementations. Left image: a conventional LCD screen equipped with four cameras aligned
on the top edge of the screen. Right image: a large interactive public display supporting multiple simultaneous users and
the detection of hovering hands.

the cameras where light bars are blocked by two simultane-
ous touchpoints. In our construction, light rods are attached
to the left, right and bottom sides of the screen. The cameras
are set on the top edge of the display, and aligned so that the
whole display is covered by every camera. Figure 7 shows
an image of the prototype.

The other prototype was constructed for public spaces. It
uses a 1.5×2.0 meter back-projected full-HD screen and a
computer and camera set-up similar to previous system (see
Figure 7). Instead of using active light rods, we attached
two bright IR LEDs next to camera lenses and a 20 cm wide
retro-reflective tape to the opposite sides of the frame. The
light rays that are emitted from the LEDs are reflected back
from the retro-reflective tape along the incoming path mak-
ing the tape visible to the cameras. We adjusted the LEDs to
cover the whole field-of-view of the camera lenses to ensure
a bright and solid background for touch detection. Further-
more, to make the system look nicer, we covered the tapes
with black acryl panels that pass the IR light. IR pass filters
were attached to the camera lenses to reduce the disturbing
illumination from the environment.

The image processing part works in two phases. During the
initialization phase, we search for the illuminated edge ofthe
display by finding the highest horizontal energy seam (see
Figure 8) using the algorithm described in [1]. For each hori-
zontal seam position we look for the limits of the illuminated
area in the vertical direction by comparing each pixel value
to a predefined threshold (currently 127). We also calculate
new threshold values to be used for the touchpoint detection.
For each horizontal position, we use a threshold value that
is 70% of the illuminated pixels in that position. During the
detection phase, each position is checked vertically starting
from above the display surface, and we calculate how large
the portion of pixels that are below the threshold is. This
gives us an estimate of how far the finger (or hand) is from
the display, is it still hovering, or is it actually touchingthe

screen. The depth detection dimension narrows down near
the cameras, but we found it useful especially in the second
prototype, where the retro-reflective tape is wide enough for
interaction purposes.

The software was written in C++ using the OpenCV4 and
ALVAR 5 libraries. With the presented set-up, an update rate
of 150-300 fps was achieved. The frame rate depends on
the number of tracked fingers, and how much we need to
do track recoveries. The theoretical maximum update speed
using four cameras is 480 fps as each camera has the frame
rate of 120 fps, and we make the update every time a frame
is captured from one of the cameras.

Figure 8: Example set of video frames captured by
four cameras with detected seam line drawn on them.

DISCUSSION AND CONCLUSION
In this work, we presented a tracking algorithm and two hard-
ware implementations of a multi-touch screen that employs
several cameras on the side of the display with their optical
axes parallel to the surface. This kind of camera configura-
tion (camera frame) allows us to develop multi-touch sensi-
tivity for various types of displays and sizes, and it is inde-
pendent on the display technology. Additionally, the tech-
nique detects hover, so hands or fingers can also be tracked
without actually touching the surface.

4opencv.willowgarage.com
5www.vtt.fi/multimedia/alvar.html
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Tracking multiple points with the camera frame is a chal-
lenging task due to occlusions. We carried out several sim-
ulations to determine the possibilities and limitations ofthe
imaging geometry, optics and our algorithms. We found that
less than four cameras is not sufficient if three or more si-
multaneous touch points are present. However, with four
cameras, acceptable results are obtained. We also found that
the reprojection errors are significant close to cameras and
this reduces the accuracy and robustness of the tracker. This
limits the optimal positioning of the cameras clearly outside
the touch sensitive surface. Our simulations suggest that it is
better to align the cameras in a row instead of setting them
to corners of the screen. In our implementation, this reduced
the amount of false positives and negatives significantly.

The major problem in real world set-ups was the number of
false detections when too many touch points are presented
at the same time. The user may touch the screen with all
his ten fingers simultaneously causing unpredictable behav-
ior of the system. Moreover, the layout of the touchpoints
has an important role. The fingers of one hand are relatively
close to each other increasing the potential for occlusions,
but five distinct points can be tracked reliably. This problem
could possibly be solved by using more complete hand mod-
els, modeling and tracking the measurements in the image
domain [3] or applying probabilistic techniques developed
for multi-sensor multi-target tracking [6, 12]. In our anal-
ysis, we modeled the finger paths using spline curves, but
in future work, real user input should be taken into account
during the algorithm design and evaluation.

The detection of hovering hands is a great advantage. The
touchscreen will stay clean and sensing the depth enables
more possibilities for user interface designers. But the deeper
the interaction volume is, the more biased the detected touch-
points can be. This is because we currently calculate the
touchpoint positions as an average over the whole depth of
the interaction space, and the screen is not always touched
perpendicularly. This can be solved by estimating the touch-
point position using only the nearest part of the interaction
volume, or by estimating the direction vectors of the hands
or fingers as in [11].

Our current multi-touch implementation is robust enough for
many real-life applications. We believe that these kinds of
set-ups have their place among FTIR and DI based systems
especially when empty space behind the display is not avail-
able.
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