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ABSTRACT 
We describe a lightweight augmented reality approach enabling 
arbitrarily complex virtual models to be operated even on low end 
camera phones. For optimal performance we apply simple motion 
tracking with manual initialization, and sequences of 2D images 
to give illusion of three dimensions. Our approach enables also 
augmenting of real objects, not just virtual ones. A prototype 
implementation of the solution exists for Series 60/Symbian OS 
mobile phones. Augmented interior design is presented as the 
main application example.   

Categories and Subject Descriptors 
H.5.1 [Information Systems]: Multimedia Information Systems – 
Artificial, augmented, and virtual realities. I.4.8 [Image 
Processing and Computer Vision]: Scene Analysis – Tracking. 

General Terms 
Algorithms, Design 

Keywords 
augmented reality, mobile computing, 3D, computer vision, 
optical tracking, camera phone 

1. INTRODUCTION 
Recent developments in mobile hardware have enabled 
implementation of Augmented Reality (AR) applications even on 
small sized units such as smart phones. Mobile phones today offer 
all the required components for AR: high resolution cameras and 
displays, accelerometers, GPS, and wireless connectivity by 
WLAN and radio links. However, the phone’s processing power 
can still be a bottleneck for many applications, either due to the 
complexity of the augmented 3D content (number of polygons, 
textures etc.), and/or for the complexity of the involved tracking 
algorithms (markerless, vision based, hybrid etc.). 

In this paper, we describe a simplified augmented reality solution 
which can be operated even on low end camera phones, for a 
variety of applications and with as complex 3D content as desired 
(e.g. in terms of model size and textures). This performance is 
achieved by applying simple motion tracking with manual 
initialization, and using sequences of 2D images to give illusion 
of three dimensions. As consequence, our approach enables also 
augmenting of real objects, not just virtual ones. Among the 
variety of possible applications, interior design is used as the main 
example in this paper. A prototype implementation of the solution 
exists for Series 60/Symbian OS mobile phones (see Figure 1). 

 
Figure 1. Lightweight augmented reality system implemented 

on Series 60/Symbian OS camera phones 
The organization of the paper is as follows. Section 2 starts by 
listing some main references and related work. Section 3 explains 
our solution for optical tracking and our approach of simulating 
3D representations with 2D images. Sections 4 and 5 describe 
details of the implementation and summarize the results. Finally 
we discuss some ideas for future work in Section 6 and give 
conclusions of the work in Section 7. 

2. RELATED WORK 
The key task in augmented reality is to realistically superimpose 
virtual elements over the user’s view of the real world. For this 
purpose we need to solve the camera orientation relative to the 
scene. Often visual markers are used and several marker-based 
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augmented reality implementations exist even on mobile 
platforms [6, 11, 13]. Instead of markers, some other 
implementations use visual feature or modelbased tracking or 
sensors like inertia trackers and compass [1, 10]. Among the most 
advanced vision based methods, Simultaneous Localization and 
Mapping (SLAM) tracks the environment in all six degrees of 
freedom without any prior knowledge of the surroundings [3, 8]. 

However for camera phones motion estimation is still usually 
done on the image plane. The TinyMotion algorithm makes full-
search block matching after reducing the complexity by using grid 
sampling [14]. The motion estimation can also be done by 
tracking only the “easy-to-track”-parts a.k.a. features of the 
image. For example Hannuksela et al. [5] propose using pixels 
having maximum squared differences compared to adjacent 
pixels. Projection Shift Analysis (PSA) uses only horizontal and 
vertical projection buffers to detect motion between two 
successive frames [4]. Recently Nokia released a computer vision 
library that provides also methods for camera motion estimation 
[2]. 

With relative motion tracking the augmentation placement and 
scale needs to be initialized using other methods, e.g. markers. An 
even easier solution is to use interactive initialization where the 
user visually matches the object to the scenery [7]; this approach 
is adopted also for the camera phone augmenting solution 
presented in this paper.  

Augmented reality applications typically deal with adding 3D 
models to the scene. However, 2D images are much faster to 
manipulate and render on a mobile device. We have previously 
exploited this notion in a networked real-time augmented reality 
solution: the 3D object was rendered into an image for every 
video frame on a server machine and transferred wirelessly for the 
mobile device to be added into the video view [9]. Other related 
work for speeding up 3D rendering by 2D image representations 
include e.g. Microsoft’s Talisman graphics project in the mid 90’s 
[12], compositing the scene of 2D image tiles under small 
perspecive changes. 

In this paper, we represent 3D models using a static prerendered 
set of images taken from various viewing directions and distances. 
Before augmentation the user manually changes the object’s scale 
and orientation to visually match it with the scene. This object 
manipulation seems for the user like 3D object manipulation, 
although we handle a set of 2D images instead. After the 
placement we apply simple 2D tracking (PSA) to keep the object 
glued to the scenery. 

3. SYSTEM DESIGN 
3.1 Overview 
We describe the general use of the system with an example AR 
application. Using a mobile phone, the user’s intention is to place 
a piece of virtualized funiture in a real room in order to see how it 
looks and fits in. The basic steps for achieving this are as follows: 

1. The user selects a piece of furniture, e.g. sofa, from the 
application software. (For commercial purposes this 
could be done over wireless network using e.g. matrix 
code in a product catalogue or magazine ad.) 

2. The user transforms (rotates and scales) the model 
interactively using the phone’s keys. 

3. The user fixes the model at the desired place and is then 
able to look around the room to evaluate the interior 
setting. 

4. The user may add other pieces of furniture to the setting 
by repeating steps 1-3, while the previously inserted 
models stay in place. 

5. The user walks to another location in the room and 
repeats steps 2-4 to view around.  

6. The user closes the application. 

Further details of the solution are given below. 

3.2 Optical Tracking 
In the initialization process the user scales and turns the object as 
required and aligns it visually with the surrounding scene. When 
the suitable composition has been found, the user locks the model 
to its place and is then free to pan around the scene. 

Using manual interaction for the initialization purpose is justified 
as the tracking initialization is an easy task for the user, but to 
automate it would require prior knowledge of the environment, 
quite much processing power and/or additional sensors. 
Furthermore, this kind of an interactive solution is independent of 
the environment, it can be applied “anytime, anywhere”. 

To keep the augmented object stationary in the user’s view, on the 
mobile phone we use the PSA video tracking algorithm [4]. The 
algorithm is used for recognizing horizontal and vertical pixel-
motion up to ±50 pixels in the video. 

In principle the global pixel-motion can be caused either by 
panning the camera or turning the camera around its vertical and 
horizontal axes. In practice, we don’t even attempt to recognize 
these separate cases, instead we just make the augmented object 
follow the recognized 2D motion on the image plane. This is a big 
simplification but it provides a good approximation when the user 
stands in one place looking around to view the scene. 

When the viewing position is changed, tracking needs to be re-
initialized. However, we don’t feel this to be a big restriction as it 
is very easy to perform with the proposed interaction solution. On 
the other hand it is also quite natural to stand still while watching 
the augmented view, compared to viewing the phone while 
walking. 

3.3 Simulating 3D by 2D Images 
Instead of real time rendering of 3D objects we use precomputed 
2D images to create illusion of three dimensions. The appearance 
of the 3D object is estimated with a set of prerendered images 
taken from various directions and distances (see Figure 2). 

 
             Figure 2. Examples from a set of 32  images 

illustrating a 3D sofa. 



In theory, if we have enough prerendered images it is possible to 
make this approach indistinguishable from a 3D rendering system. 
Alternatively, with enough computing power it would further be 
possible to use image based rendering techniques [15] to 
reproduce missing viewpoints, thus providing good results with 
fewer images. However, as both the transmission bandwidth and 
the computing resources of the mobile terminal are limited, we 
use a non-comprehensive set of images and only basic 2D image 
processing to approximate the missing views. 

The transparent parts of the image are indicated using ALPHA 
channel. For rendering we use (i.e., the user selects) the image 
that gives the nearest approximation for the current viewing 
position. This limits the possible viewing directions only to those 
discrete angles with existing image material. Smooth object 
placement and distance manipulation is achieved by translating 
and scaling the chosen image for the best approximation. As this 
is made in 2D instead of 3D the process introduces some error 
especially when the object has depth along the axis that is towards 
the camera. Cameras with small field-of-view are more resilient to 
these approximations because with them the perspective 
appearance of the object doesn’t change much (see Figure 3). 

 
Figure 3. Image set to illustrate how the perspective 

appearance of an object (bunny in a wireframe box) changes 
when camera is turned or moved to a considerabely closer 
distance. Using camera with a) 45° field-of-view and b) 90° 

field-of-view. 
In practice only a small selection of possible viewpoints need to 
be generated as images. For example, when augmenting furniture 
to the room the usual view distances might vary from 2 to 10 
meters and the view height can be assumed to be about 1.6 
meters. Note that we don’t need so many horizontal view angles, 
as the user can simply take a step aside to align the model 
correctly. Furthermore, viewpoints on the backside of the 
furniture are not always needed, and horizontally symmetrical 
models could be represented using just half of the view angles. 
Thus we need only a set of images for the specified viewing area 
and also the image density may be more sparse in the areas that 
are seldomly used. 

The image resolutions can be limited to the resolution needed for 
the nearest practical viewing distance. Assuming the object fills 
the screen in the nearest position we can use the mobile phone’s 
screen resolution as image resolution. Image compression can be 
used to further downsize the image data. For comparisons, the 
total file size for the twelve 176x144 resolution JPEG compressed 
images shown in Figure 2 is about 40 kB. 

3.4 Augmenting of Real Models 
The principle of using 2D images instead of 3D models has an 
additional advantage – it enables augmenting photographs of real 
objects instead of 3D rendered images (see Figure 4).  

 
Figure 4. Augmenting photograph of a real object (the nearest 

tape dispenser) into the scene 
With photos we generally obtain greater “photorealism” than with 
rendered objects (the latter provides advantages with lighting 
adjustment). In addition, the photograph approach can be applied 
even when we don’t have 3D virtual model of the object 
available: instead of modeling the required object we just take a 
sufficient amount of photos around it. 

Due to the interactive nature of the augmenting procedure, 
capturing of the photographs does not have to be done with too 
much precision; it suffices that the view angles are equidistant 
enough just to give the visual impression for 3D interaction.  

Indicating the transparent part of the photos for the augmentated 
overlay can be done either using graphics editing software, or 
automatically by taking the photos against a uniform color 
(chroma key) background. 

3.5 Determining the Scale 
User interaction is required to select the view angle and scale the 
object to suitable size. They both can be adjusted (rotated and 
zoomed) interactively using the phone’s keypad, as explained in 
the next Section. Additionally we display to the user the object’s 
distance measurement while the object’s size is changed. Thus the 
user may base the size adjustment on previous measurements and 
visual cues of the actual environment (room). 

The scale factor for the image is calculated with the following 
formula, based on the viewing distance, the camera field of view 
fovy, capture resolution yres and the factor between object image 
resolution and object measurements pixels per meter (Figure 5); 
similarly, the vertical viewing angle may be based on the distance 
if we assume certain viewing height. 

 



 
Figure 5. The scaling factor can be calculated based on the 

object distance if we know the camera field of view and how 
the image resolution corresponds with object measurements. 

4. IMPLEMENTATION 
We have implementated the above design for Series 60/Symbian 
OS camera phones. Objects to be augmented can be installed on 
the phone as SIS packages. Each package includes GIF images 
representing one or more objects and an XML file containing all 
the other information (Table 1). In this implementation we assume 
that the images are taken around the object in planes where all 
images have fixed distances and vertical viewing angles with 
relation to the object’s center. Note that actual horizontal viewing 
angle values are not used – instead the images in that particular 
viewing plane are just shown in sequence when the user turns the 
object with the navi-keys. 

The XML file and the image files can be created manually or 
using a simple PC program that automatically turns a VRML 
object with predetermined steps to render the viewpoints. We 
support also animated GIF files so the object to be augmented 
doesn’t need to be stationary. The user can open any installed 
XML file and then select objects to be added into the scene. 

Table 1. An example XML file describing the image 
representation of one or more objects. 

<?xml version="1.0" ?> 
<ar_object_map> 
  <ar_object id="1" name="bunny"  
      pixels_per_meter="200"> 
    <ar_view_plane id="1" lookangle_y="30" 
        distance="5.0"> 
      <ar_item url="bunny_0_1.gif"></ar_item> 
      <ar_item url="bunny_0_2.gif"></ar_item> 
      <ar_item url="bunny_0_3.gif"></ar_item> 
      ... 
      <ar_item url="bunny_0_16.gif"></ar_item> 
    </ar_view_plane> 
    <ar_view_plane id="2" lookangle_y="60" 
        distance="5.0"> 
      <ar_item url="bunny_1_1.gif"></ar_item> 
      <ar_item url="bunny_1_2.gif"></ar_item> 
      <ar_item url="bunny_1_3.gif"></ar_item> 
      ... 
      <ar_item url="bunny_1_16.gif"></ar_item> 
    </ar_view_plane> 
  </ar_object> 
</ar_object_map> 

 

Initially the added object is shown in the middle of the screen and 
it can turned using the navi-key and scaled using the numberpad 
keys ‘3’ and ‘9’. If the ‘pixels per meter value’ was defined the 
corresponding object distance is shown as the object size is 
changed. Note that with a suitable set of images this interaction 
feels like 3D object manipulation for the user. 

After the user has found an appropriate size and orientation, the 
object is glued to the scene by pressing ‘5’ in the numberpad. This 
starts the tracking which moves the object with the video flow. 
The same process can be repeated to add more objects. An object 
that is already attached to the scene can be re-selected for 
manipulation by pressing ‘5’ again when the object is near the 
center of the screen. A snapshot image of the augmented view can 
be stored by pressing ‘7’. 

5. RESULTS 
We have tested the application with two older mobile phones 
Nokia 6600 (announced 16-Jun-03) and Nokia 6670 (announced 
28-Sep-04). As the software speed is limited by the video capture 
rate (15 fps), we measured each subtask repeating it 100 times for 
every captured frame and calculated the average speed over 20-30 
frames. Table 2 summarizes the results with two capture 
resolutions for three main tasks: 1) PSA tracking algorithm, 2) 
image conversion from YUV to 16-bit RGB, and 3) rendering. 
The final column of the table indicates the framerate when 
performing all three tasks. The rescaling of the image is outside of 
the frame loop as it is made only when the user transforms the 
object. Altogether, the total application works theoretically much 
faster than the phone’s video capture. 

Table 2. Speed measurements (fps) for the main tasks of            
the algorithm. 

 PSA yuv2rgb Rende
r 

Total 

N6600 176x144 73.5 71.6 77.2 24.7 
N6670 176x144 87 84.5 85.7 28.6 
N6600 128x96 126.1 147.3 86.4 38.0 
N6670 128x96 150.2 174.4 95.6 43.8 

6. FUTURE WORK 
On phones with sufficient processing power, usability of the 
system could be improved with a tracking algorithm detecting 
camera movement in all six degrees of freedom. This could be 
achieved using more advanced visual tracking or by using hybrid 
solution with various sensors. A very simple first step towards 
this aim would be to use an extended version of PSA-tracking we 
have already implemented for mobile phones. The extension 
allows the algorithm to detect also the sideways rotation in 
addition to translational movement. 

On the other hand, in some augmented reality applications we 
might need e.g. face tracking instead of camera motion 
estimation. One example could be an entertainment application 
for augmenting masks, moustache or some other enhancement to 
your friends face.  

The image file sizes could be further decreased by using video 
compression methods, based on the redundance between 
successive images. Also, image based rendering or photo 



morphing methods could be used for interpolating additional view 
points between images. 

We have also made a fast Java implementations of all the key 
elements of the application using J2ME MIDP. However, due to 
the limitations of mobile media API (JSR 135) fast enough video 
capturing can be achieved only using phonespecific extensions. 
We hope that a general Java implementation can be made when 
the future mobile API versions are more widely supported. 

7. CONCLUSIONS 
In this paper we have described a lightweight approach for 
implementing fast and visually rich augmented reality even on 
ordinary low-end camera phones. The key elements of our 
solution are camera motion tracking combined with user 
interaction, and applying 2D images to create illusion of 3D. 

Besides virtual models this approach can be used also for 
augmenting of real physical models. As the mobile terminals’ 
processing power and 3D rendering ability increase, the need for 
simplifications becomes more marginal. However, we see a clear 
need for this kind of approach also in more general setting, in 
particular when the 3D models are really huge (e.g. building 
models) or when it is easier to use photographs instead of 3D 
modeling (e.g. hand made furniture, or human actors). 

The proposed solutions can also be used independently of each 
other, e.g. marker based tracking initialization in combination 
with 2D image sequences. We could also generate a 2D image 
corresponding to the 3D model “on the fly”, and apply it for 
augmenting as long as the perspective does not change. A further 
extension would be to compute the 2D images on server machine, 
based e.g. on the user’s GPS position in outdoors applications. 
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